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1 Introduction

When a worm is released onto the Internet, it spreads quicklgausing dam-
age to computers and costing millions of dollars in lost remae and repair
costs. Accurate models of worm spread can help computer sitists develop
methods to limit the damage worms cause.

Current models assume computers are infected instantanesbyy However,
worms are code that has to be downloaded. This takes time. Dothe time
it takes to transfer a worm signi cantly e ect the time it tak es the worm
to spread? How slow does the network have to be before the teher time
a ects the worm's spread? How large does the worm have to be?&s the
e ect of scanning change the way we try to defend against wosf

1.1 Objectives

My objectives in doing this project are to examine a questiohnd interesting

because of its application to my area of specialty (computecience) and to
put to use the skills | learned in Scienti c Computing (Math 164) at Harvey
Mudd College. The specic skills | hope to use are my knowledgof the

modelling process and my ability to use a computer to numegady solve a
system of di erential equations.



2 Background

According to the Jargon le lexicon [1] a worm is \[a] programthat prop-
agates itself over a network, reproducing itself as it goésUnlike viruses,
which have to attach themselves to a particular program, l& an email client,
worms are self contained. They look for a particular exploiénd use that to
copy themselves onto vulnerable machines. They may simplyytto replicate
themselves, or they may do something malicious to the infesdd computer.

Once a worm is downloaded, it will scan the network for otherulnerable
machines and send those machines their code. Worms use maognsiing
methods. The two most common methods are random scanning, e&vh an
infected machine randomly choose an IP address and tries tofect that
address, and subnet scanning, where an infected machindedrIP addresses
that are similar to the address of the infected machines. Rdom scanning
is often used because it is faster even if it has a lower charafehitting real
computers.

Worms spread very quickly. For example, in January 2001 theddle Red
worm infected 359000 computers in less than 14 hours [2]. In January 2003
the smaller SQL Slammer worm infected 7900 hosts in only 10 minutes [6].

3 Approach

To determine the e ect of scanning, | decided to extend the Kenack-Mckendric
epidemic model to account for transfer time. The Kermack-Me&ndric model
is one of the simplest models of worm (or epidemic) spread.t@dugh it pre-
dicts that worms spread more quickly than they are observedtin real life,
| chose it because its simplicity allows easy analysis of tleeect of scanning.

3.1 Kermack-Mckendric Model

The Kermack-Mckendric model has three populations. The vaérable pop-
ulation (V), the infected population (), and the removed population R).
Individuals (computers in this case) start out vulnerable pinfected and can
move from the vulnerable state to the infected state to the raoved state.
Once computers are removed, they cannot change state.



3.2 My Extension

| extend this model by adding a state for scanned computershese are
machines that have been targeted by infected machines but\Jenot yet
downloaded the code so that they can start infecting other nthiines. Instead
of going straight to the infected state, vulnerable machireego through the
scanned state and then scanned computers enter the infectadte.

3.3 Assumptions

This extension makes many many assumptions. Computers aretrentering
or leaving the network; this implies that the total population is constant.
Any machine can reach any other machine in one hop, and the metrk
speed is the same for all computers; this allows us to assunhdakes the
same amount of time to transfer the worm between any two compers, no
matter how far apart they may be geographically. Two infec® machines do
not scan the same vulnerable machine at the same time, and th®rm uses
random scanning. This allows the use of a uniform mixing motde

Further general assumptions are that the network is large, vich justi es
the use of a continuous model, and that the worm is infectingpmputers on
an IPv4 network; the fact that the network is IPv4 a ects the dhance that a
randomly chosen IP address will hit an actual computer.

Finally, this model assumes that the network transfer is catant and
that the only extra tra ¢ from the worm is the worm transferri ng itself to
infected computers. These are both blatantly false. One ofi¢ main reasons
worms are so troublesome is that they cause the network to lmene unusable
by slowing it down. Network speed decreases as the number omputers
sending out copies of the worm increases. However, determghow transfer
speed should be a ected by infected machines is beyond theoge of this
project, so we will assume the transfer speed is constant. rBuermore, worms
have to nd real computers to infect. Therefore, they must e¢her send out a
small probe to nd out if an IP belongs to a real computer or justry sending
a copy to that computer knowing that it might not go anywhere. Both of
these methods produce more tra ¢ than my model accounts for.



3.4 Parameters

The Kermack-Mckendric model has three parameters. is the number of
times an infected machine can scan each secondis 5, 232 is the number
of IP possible addresses in IPv4. is the removal rate of infected machines;
1 is the average amount of time that an infected computer sprda the worm
before it is removed from the network.

My model adds two new parameters. is the average transfer speed of
the network in kilobytes per second (KB/s). is the size of the worm in
kilobytes. The average amount of time it takes to transfer ta worm is-.

3.5 Model

The model is a system of ordinary di erential equations whiec di ers very
little from the straight Kermack-Mckendric model.

dv dl

? = IV (1) dd_t = -S| 3)
s R _
& = vV s = (4)

Equation (1) describes the decrease in the population of wdrable ma-
chines. | fraction of the vulnerable population that is scanned by irdcted
machines. This times the size of the vulnerable populatios the actual num-
ber of vulnerable machines which become scanned.

Equation (2) describes the change in the number of scanned chanes.
It increases by the amount by which the vulnerable machinesedreases and
decreases as scanned machines have all the code transfes¢ddm. To repre-
sent a transfer time of- seconds, the proportion- of the scanned population
becomes infected each time step.

Equation (3) describes the change in the infected populatio It gains all
of the machines that leave the scanned state, but loses mauks according
to the removal rate. These removed machines are the only factin equation
(4), which represents the increase of the removed populatio



4 Results and Analysis

| implemented both the Kermack-Mckendric model and my scarmg model
in Matlab and used ode23sto solve the systems of equations. Using these,
the following tests were performed.

4.1 Validation

Finding data to compare this model to proved to be extremely icult.
Therefore, to determine the validity of this model, it was cmpared to the
plain Kermack-Mckendric model. This was done for two sets plarameters.

411 Code Red

The rst set of parameters re ects the conditions under whibh the Code
Red worm spread. The estimated vulnerable populationVf) was 500000
machines, the initial number of infected computersl§) was 1, infected com-
puters sent out 2 scans per second)( and computers died after an average
of 139 minutes ( = 0:00002) [3]. For my model, | used an average network
transfer speed () of 17:4 KB/s, which is the average of the minimum net-
works speeds of many subnetworks of the Internet when no wolimpresent
[5] and a worm size () of 4 KB [6].

The results of running this in the Kermack-Mckendric model e shown in
Figure 1 on the following page, and the results of running thiin the scanning
model are shown in 2 on page 7.

These graphs show that with these parameters, the scanningdel looks
like the Kermack-Mckendric model. Looking at Figure 2 on pag7, it can
be seen that the scanned population (the dashed lines with tdoalong the
bottom of the graph) is negligible.
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Figure 1. Kermack-Mckendric model withVy = 500; 000,10 =1, =2, and
= 0:00002.
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Figure 2. Scanning model with parameters like Figure 1 on theage before,
=17:4,and =4.



4.1.2 SQL Slammer

A similar comparison was made using parameters that re ecthe spread of
the SQL Slammer worm. For this worm, the estimated vulnerabl population
(Mo) was 75000, the initial number of infected machineslg) was 10, infected
computers sent out 4000 scans per second,(and computers died after an
average of 12 minutes (= 0:00002315) [4]. As before, the network speed)(
is 174 KB/s. SQL Slammer was much smaller than Code Red so the worm
size () was only Q4 KB.

The results of running this in the Kermack-Mckendric model @& shown
in Figure 3, and the results of running this in the scanning nael are shown
in 4 on the following page.
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Figure 3: Kermack-Mckendric model withV, = 75;000,1, = 10, = 4000,
and =0:00002315.
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Figure 4. Scanning model with parameters like Figure 3 on thereceding
page, =17:4,and =0:4.



4.2 Judging the E ect of Scanning

As can be seen from the results of the validation test, scamg does not make
much of a di erence, even with a average network speed of orly:4 KB/s,
which is the lowest average speed under normal tra c. To seehen scanning
does become relevant, | decided to look for the point wheredhmaximum
number of infected machines occurs at about twice the time d@ccurs in the
Kermack-Mckendric model.

421 Code Red

This test used the parameters from the Code Red validation $& (except for
transfer speed (). As can be seen in Figure 5, the network speed had to
be lowered to 00005 KB/s, practically zero, for the scanning time to have a
signi cant e ect. This value is low enough that it is unreasmable to expect

it from even a highly congested network.
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Figure 5: Scanning model with parameters like Figure 1 on pagp, =
0:0005, and =4.

Remember that the download time is the worm size over the nebrk
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speed. The download time for Code Red at this network speed &00
seconds. The reason that the download time had to be so largefbre the
e ect of scanning is noticeable is because the scan rate islyo@ scans per
infected machine per second for this worm. Even when the numabof infected
computers is large, the number of scans they send out is mudwer than if
the scan rate is higher, therefore the download time is les§ @ bottleneck.
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4.2.2 SQL Slammer

Unlike Code Red, the SQL Slammer worm had a very high scan ratés
can be seen in Figure 6, this signi cantly a ects the importace of scanning.
The network speed only had to be lowered to:02 KB/s before there was a
signi cant e ect on the spread of the worm. This is in spite ofSQL Slammer's
much smaller size (81 KB as opposed to 4 KB for Code Red). This means
that SQL Slammer started being a ected when the download tim was 20
seconds. While still somewhat unreasonable, having the metrk slow down
this much due to congestion from the worm is not impossible. hls, it seems
that scanning time is signi cant in the spread of worms with Igh scanning
rates like SQL Slammer.
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Figure 6: Scanning model with parameters like Figure 3 on pa@, = 0:02,
and =0:4.

The time in the scanned state is signi cant because so manyroputers
are scanned at once. Since so many computers are scanned ateprthe
scanned state becomes a bottleneck, slowing down the ratevalich com-
puters become infected.
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5 Scanning and Prevention

As has been shown, scanning may be a signi cant factor in worspread for
some types of worms. However, does the scanning model teaomputer
users anything about how to protect their computers from wans?

The worm will spread only if both the number of scanned compats and
the number of infected computers is increasing, i.e., fr’f and ‘3—1 are both
greater than zero. These equations imply that the followinghnequality must

be true for a worm to spread:
V> -S> |

This inequality does not not give us any more insight into préenting worm
spread; the only only factors that can be controlled by end ess are the
number of vulnerable machinesy, and the death rate of the worm , both
of which are unchanged from the Kermack-Mckendric model. Ehfactors
(the chance a scan is e ective)|] (the number of infected computers), and
(the worm size) are controlled by the worm's creator. (the network speed)
might be controllable, but it is only useful if we lower it, ard slowing down
the network intentionally is not desirable.

6 Conclusions and Future Work

Given today's network speeds and the trends towards smallerorms, scan-
ning does not seem to be a signi cant factor. The e ect scanng does have
on the spread of the worm is due to congestion. To test the e eof conges-
tion, the next step would be to extend the model to account focongestion
from the worm. This would require having the average networkpeed change
over time. It would also require accounting for all of the trac worms send
out, not just the tra c that goes to real machines. Modelling congestion
would help suggest ways to prevent congestion when a worm is the net-
work. While this might allow the worm to spread for a longer tne, it would
prevent the worm from making the network unusable. Combinig this with
techniques to actually prevent the spread of the worm to endsers might
help formulate an e ective strategy for ghting computer wams.

This problem has taught me that analysis of problems withouanalytic
solutions can be very di cult. In my problem, this arose fromthe fact that
it was hard to compare the behavior of the populations in my nael with
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the corresponding behaviors in the Kermack-Mckendric mobd also learned
that nding real data to compare results to can be very di cult. Data on
worms is hard to collect because they only occur once (hopkfuand because
measurements on Internet performance and characteristiese very di cult
to obtain; most of what | found were best guesses based on thetal actually
collected.

7 Appendix: Code

7.1 Kermack-Mckendric Model: km.m

% [ty] = km(V, I, t max, eta, gamma, time)

%

% Uses the Kermack-Mckendric epidemiological model to mode |
%  the spread of a worm on a network.

%

% V: Initial number of vulnerable machines

% I Initial number of infected machines

% t_max: Time (in seconds) that the simulation should go to
% eta: Scans per second per infected computer

% 1/gamma: Average time a worm can propagate on a host before
% being removed

% time: When 0, the time axis on the plot is in seconds, when
% 1 it is in minutes, and when 2 it is in hours
function y = km(V, I, t_max, eta, gamma, time)

t div = 20; % Number of slices a second will be divided
% into

beta = eta/2"32; % Chance a scan is effective (IPv4)

beta_ = beta/t_div; % Scans per time division

gamma_ = gamma/t_div; % gamma adjusted for step size

R = 0; % There are initially O removed hosts
tspan = [1/t_div t_max*t_div]; % Basic time unit is 1/t _div
%  seconds
ic =1[ RV
options = [];

[t,y] = ode23s(@ODEFUN, tspan, ic, options, beta_, gamma_) ;

% Plot the results

14



figure;

if time ==

t2 = t/t_div;
elseif time ==

t2 = t/t div/60;
elseif time ==

t2 = t/t div/3600;
end

I = ones(length(t), 1)*0.98*(V+I);
plot(t2, I, k', t2, y(;,1), -kx', t2, y(;,2), --k', ...
t2, y(.,3), k);
titte('Worm Spread Under the Kermack-Mckendrick Epidemic
if time ==
xlabel('time (seconds));
elseif time ==
xlabel('time (minutes)";
elseif time ==
xlabel('time (hours)";
end
ylabel('Population size");
legend('98% of total population’, 'Infected’, 'Removed’,

% Fty = ODEFUN(t, y, beta, gamma)

%

% Calculates the derivatives for the KM model.
%

function Fty = ODEFUN(t, y, beta, gamma)

% Shorthands for variable names

I = y(1);
R = y(2);
V = y(@3);

% Results vector
Fty = zeros(3, 1);

% dl/dt

Fty(1) = beta*I*V - gamma*l;
% dR/dt

Fty(2) = gamma*l;

% dV/ht

Fty(3) = -beta*I*V;
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7.2 Scanning Model: scans.m

% [t,y] = scans(V, I, t_ max, eta, gamma, tau, sigma, time)

%

% Uses a scanning model based on the Kermack-Mckendric
%  epidemiological model to model the spread of a worm on
% a network.

%

% V: Initial number of vulnerable machines
% I Initial number of infected machines
% t_max: Time (in seconds) that the simulation should go to
% eta: Scans per second per infected computer
% 1/gamma: Average time a worm can propagate on a host before
% being removed
% time: When 0, the time axis on the plot is in seconds, when
% 1 it is in minutes, and when 2 it is in hours
% tau: Average network speed in KB/s
% sigma: Average worm size in KB
function [t,y] = scans(V, |, t_max, eta, gamma, tau, sigma, t ime)
t div = 20; % Number of slices a second will be divided
% into
beta = eta/2"32; % Chance a scan is effective (IPv4)
beta_ = beta/t_div; % Scans per time division
gamma_ = gamma/t_div; % gamma adjusted for step size
tau_ = tau/t_div; % tau adjusted for step size
R = 0; % There are initially O removed hosts
S =0; % There are initially O scanned hosts
tspan = [1/t_div t_max*t_div]; % Basic time unit is 1/t _div
%  seconds
ic=[I RV S]
options = [];

[t,y] = ode23s(@ODEFUN, tspan, ic, options, beta , gamma_, tau_, sigma);

% Plot the results

figure;
if time ==

t2 = t/t_div;
elseif time ==

t2 = t/t_div/60;
elseif time ==

t2 = t/t _div/3600;
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end
| = ones(length(t), 1)*0.98*(V+l);
plot(t2, I, "K', t2, y(;,1), -kx', t2, y(;,2), --k', ...
t2, y(;,3), -k, t2, y(;,4), '--k.");
titte("'Worm Spread Under the Scanning Model);
if time ==
xlabel('time (seconds)");
elseif time ==
xlabel('time (minutes)";
elseif time ==
xlabel('time (hours)";
end
ylabel('Population size");

legend('98% of total population’, 'Infected’, 'Removed’, 'Vulnerable', ...

'Scanned");

% Fty = ODEFUN(t, y, beta, gamma)

%

% Calculates the derivatives for the KM model.

%

function Fty = ODEFUN(t, y, beta, gamma, tau, sigma)

% Shorthands for variable names

I = y(1);

R = y(2);
V = y(@3);
S = y(4);

Fty = zeros(4, 1);

% dl/dt

Fty(1) = tau/sigma*S - gamma*l;
% dR/dt

Fty(2) = gamma*l;

% dV/ht

Fty(3) = -beta*I*V;

% dS/dt

Fty(4) = -tau/sigma*S + beta*I*V;
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